
Main Results
Final Interpretation
and Reproducibility

StableEval Arena is a diagnostic
benchmark, not a deployment claim. 
The results show a clear gap between
execution reliability and financial-risk
reliability: current agentic systems can
follow a frozen protocol, return valid
structured outputs, and run at measurable
cost, but they still miss most rare severe-
stress and sustained-depeg cases.

The two-block design is essential. 
The 120-case stress-enriched block
exposes rare-risk behavior, while the
507-case natural-distribution block tests
full-pool robustness under stable-heavy
class balance. Together, they show why
accuracy alone is not enough for
stablecoin risk monitoring.

Dataset, code, prompts, outputs, cost
logs, and evaluation artifacts are released
for audit and replication.
Contact: ww218@duke.edu

Problem and Research Question
Stablecoins support trading, lending, payments, collateral, and settlement. Their value depends on staying close to
the one-dollar peg. When peg stress occurs, applications may face pricing errors, liquidity stress, failed payments,
and settlement uncertainty. Hence, stablecoin risk monitoring is not ordinary cryptocurrency forecasting: the goal
is to identify if a token will remain stable, enter a warning state, or experience peg stress over a future window.

Research Questions: 
RQ1: Under a shared historical-replay protocol, do agentic systems improve stablecoin risk forecasts over simple
baselines?
RQ2: How do systems balance stress recall, missed-depeg risk, false alarms, validity, latency, token usage, and
inference cost?
RQ3: What does comparing a stress-enriched block with a natural-distribution block reveal that a single
leaderboard would obscure?
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Benchmark Design

StableEval Arena evaluates stablecoin
risk assessment through leakage-safe
historical replay. 
Each case gives the system a frozen
30-day lookback window and hides the
next 7-day outcome. 
Systems must return a strict JSON
prediction containing
stable/watch/stress status, depeg
probability, maximum peg-deviation
estimate, direction, confidence, and
rationale.

The benchmark compares six LLM-
backed agentic systems against four
non-agent baselines under the same
case lists, prompt contract, model
backend, parser, calibration rule,
metric engine, and cost logger.

120-case stress-enriched block: 
54 stable | 45 watch | 21 stress, for
rare-risk diagnosis.

507-case natural-distribution block: 
441 stable | 45 watch | 21 stress, for
full-pool robustness and scaling.

GitHub HF Dataset

i. Accuracy alone is not enough. 
The always-stable baseline reaches 0.870 accuracy in the 507-case block, but has zero watch recall and zero
stress recall.

ii. Calibration improves aggregate labels. 
In the 120-case block, best agent Macro-F1 rises from 0.301 raw to 0.351 calibrated, but best stress recall
remains only 0.095.

iii. Structured output is not financial safety.
Across 507 cases, agents return valid structured outputs, but the best agents detect only 2 of 21 stress cases and
no agent reduces sustained-depeg MDR below 1.000.

Result Diagnostics
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